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Segmentation of Knee MRI Data with Convolutional Neural 

Networks for Semi-Automated Three-Dimensional Surface-

Based Analysis of Cartilage Morphology and Composition  

Abstract 

Objective: To assess automatic segmentations for surface-based analysis of cartilage 

morphology and composition on knee magnetic resonance (MR) images. 

 

Methods: 2D and 3D U-Nets were trained on double echo steady state (DESS) 

images from the publicly available Osteoarthritis Initiative (OAI) dataset with femoral 

and tibial bone and cartilage segmentations provided by the Zuse Institute Berlin (ZIB). 

The U-Nets were used to perform automatic segmentation of femoral and tibial bone-

cartilage structures (bone and cartilage segmentations combined into one structure) 

from the DESS images. T2-weighted images from the OAI dataset were registered to 

the DESS images and used for T2 map calculation. Using the 3D cartilage surface 

mapping (3D-CaSM) method, surface-based analysis of cartilage morphology 

(thickness) and composition (T2) was performed using both manual and network-

generated segmentations from OAI ZIB testing images. Bland-Altman analyses were 

performed to evaluate the accuracy of the extracted cartilage thickness and T2 

measurements from both U-Nets compared to manual segmentations. 

 

Results: Bland-Altman analysis showed a mean bias [95% limits of agreement] for 

femoral and tibial cartilage thickness measurements ranging between -0.12 to 0.33 [-

0.28, 0.96] mm with 2D U-Net and 0.07 to 0.14 [-0.14, 0.39] mm with 3D U-Net. For 

T2, the mean bias [95% limits of agreement] ranged between -0.16 to 1.32 [-4.71, 4.83] 

ms with 2D U-Net and -0.05 to 0.46 [-2.47, 3.39] ms with 3D U-Net.  

 

Conclusions:  While both 2D and 3D U-Nets exemplified the time-efficiency benefit 

of using deep learning methods for generating the required segmentations, 

segmentations from 3D U-Nets demonstrated higher accuracy in the extracted 

thickness and T2 features using 3D-CaSM compared to the segmentations from 2D U-

Nets. 
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Introduction 

Osteoarthritis (OA) is the most common disabling joint disorder. It is characterised by 

the progressive deterioration of articular cartilage, subchondral bone and other tissues 

of diarthrotic joints [1,2]. A full understanding of all the effects that contribute to OA 

development is lacking, hindering the development of effective interventions at early 

stages of disease. Quantitative magnetic resonance imaging (qMRI) methods can 

assist in the non-invasive detection and quantification of morphological and 

compositional changes present in diseases such as OA. Although several promising 

techniques have been validated, to date, no qMRI method has yet been regulatorily 

qualified as a sensitive and reliable disease biomarker. Potential qMRI biomarkers 

include measurement of cartilage volume and thickness, as well as the spin lattice 

relaxation time in the rotating frame (T1ρ) and the transverse relaxation time (T2) [3–

5]. However, their clinical translation has been affected by the laborious post-

processing required which almost always includes some form of image segmentation 

for detailed region- or tissue-specific analysis, limiting their use to primarily early-

phase clinical trials [6–9].   

Traditionally, compartmental measurements of cartilage morphology and 

composition have been performed in studies aimed at determining biomarkers for early 

OA detection and progression. Nevertheless, such measurements over large regions-

of-interest could mask heterogeneous focal changes and are prone to inter- and intra-

observer errors [10,11]. More recent studies have begun to perform analysis on 

                  



multiple smaller cartilage subregions and layers aimed at avoiding masking of 

important focal variations, although measurements extracted from these sub-regional 

compartments are even more prone to observer error [11]. As a result, cartilage 

surface-based analysis techniques have progressively gained more interest over 

recent years as these methods can determine and visualise the heterogeneity and 

bidirectionality of morphological and compositional changes occurring during OA 

progression [8,12,13]. A surface-based method called 3D cartilage surface mapping 

(3D-CaSM) was recently described and validated for analysing cartilage thickness and 

composition on MRI [8]. However, its utility for analysing large imaging cohorts is 

limited by requiring manually segmented bone-cartilage structures from which 

cartilage patches are determined and correspondent cartilage thickness maps 

calculated. 

While manual tissue segmentation continues to be the gold-standard method for 

analysing qMRI data, it is very time-consuming. Therefore, interest has grown in 

developing consistent automated methods for multi-tissue segmentation of MR 

images [10,14]. Prior to the recent advent of machine learning, most proposed 

methods have been shape-, region- or atlas-based which require a priori knowledge 

of the image structures. Developments in deep learning (DL) using convolutional 

neural networks (CNNs) have shown great promise in overcoming the repetitive and 

laborious nature of manual tissue segmentation. The convolutional encoder-decoder 

network U-Net [15], and its 3-dimensional (3D) analogues, 3D U-Net [16] and V-Net 

[17], are currently regarded as state-of-the-art methods, showing high segmentation 

accuracy in musculoskeletal segmentation tasks [18–22].  

Increasingly, studies are investigating the utility of DL methods for segmentation of 

musculoskeletal MR images. However very few have assessed the efficacy of the 

segmentations for extracting accurate qMRI values. In a study by Paproki et al. [23], 

measurements of tissue volume and T2 relaxation times, extracted from automated 

posterior cruciate ligament segmentations using a patch-based method, achieved high 

correlations with those from manual segmentations. Similarly, Norman et al. [19] 

achieved high correlations between manual and automatic quantifications of cartilage 

and menisci morphology (volume, thickness) and composition (T1ρ, T2) using a U-Net. 

Liu et al. [18] showed no significant difference between the T2 relaxation times 

extracted from manual and automated segmentations using SegNet [24] in 

combination with a 3D deformable model of femoral, tibial and patellar cartilage. A 

                  



recent study by Wirth et al. [25] evaluated the use of U-Net generated segmentations 

of femorotibial cartilage from two different high resolution 3D sequences for deriving 

accurate and longitudinally reproducible measures of cartilage morphology such as 

thickness, volume and surface area. However, these studies have used 

compartmental rather than surface-based analysis which may have masked the 

heterogeneity in segmentation accuracy for different cartilage regions.  

We hypothesise that CNNs can provide a fast and accurate approach for the 

automated segmentation of knee MRIs that overcome the limitations of manual 

segmentation within the 3D-CaSM method. The purpose of this study was to analyse 

the usage of 2D and 3D U-Net generated segmentations of knee MR images within 

the 3D-CaSM method for extracting accurate regional measurements of cartilage 

morphology and relaxometry. By comparing the extracted morphological and 

compositional cartilage measures from manual and automated segmentations we 

expect to be able to identify those focal regions where the networks’ segmentations 

deviate from manual. 

Methods 

Image Datasets  

The cross-sectional MRI dataset used was OAI ZIB [26] consisting of multi-class tissue 

segmentations of femoral and tibial cartilage and bone from 507 patients from the 

publicly available Osteoarthritis Initiative (OAI) baseline dataset [27]. All images were 

acquired on Siemens 3T Trio systems using a 3D double echo steady state (DESS) 

sequence with water excitation. After automatically generating outlines of femoral and 

tibial bone and cartilage using a statistical shape model, manual adjustments were 

performed by experts at Zuse Institute Berlin (ZIB) [28]. The OAI ZIB cohort consisted 

of patients with various degrees of OA progression (Kellgren-Lawrence (KL) 0 – 4), 

with a majority having moderate-to-severe OA (KL ≥ 3). Detailed characteristics of the 

OAI ZIB cohort are in Ambellan et al [26]. 

 

OAI T2 Mapping 

T2-weighted images from the OAI dataset were acquired with a sagittal 2D multi-slice, 

multi-echo (MSME) spin echo (SE) sequence. Sequence parameters were: acquisition 

time = 10.6 min; FOV = 120 mm; matrix = 384 x 269 interpolated to 384x384; slice 

                  



thickness = 3 mm; approximately 27 slices per TE; TR = 2700 ms; TEs = 10, 20, 30, 

40, 50, 60, 70 ms; bandwidth = 250 Hz/pixel.  

For the analysis of cartilage T2 relaxation times, all T2-weighted images were rigidly 

registered to the 3D DESS images using the Elastix registration toolbox before 

calculating the quantitative T2 maps. 

T2 maps were calculated using a log-linearised least-squares algorithm to fit a 

mono-exponential decay function to the signal intensities 

 

𝑆 =  𝑆0 ∙  𝑒
−𝑇𝐸

𝑇2
⁄

 

T2 relaxation times > 100ms in T2 maps were excluded from analysis to avoid including 

partial volume artefacts with synovial fluid [29]–[31]. 

 

2D and 3D U-Net Model Specifications 

The 2D U-Net adapted a previously described model used for multi-tissue 

segmentation of knee MR images [21]. To overcome memory constraints when 

training the 3D U-Net while maintaining an effective comparison between both 

networks, we modified the input layer of the U-Net to an input size of 256 x 256.  

The 3D U-Net used a similar architecture to the 2D U-Net, except that all 2D 

operations were replaced with their 3D counterparts. The detailed architectures of both 

networks are shown in Figure 1. 

 

Data Preparation and Network Training   

The MRIs and image masks of the OAI ZIB data were converted from their respective 

DICOM and ITK MetaImage Header (MHD) formats [32,33] to a MAT-file format 

(binary MATLAB files) before training. Each major structure was stored in a separate 

channel in the segmentation map. The 3D cartilage surface mapping (3D-CaSM) 

method described below requires delineation of the bone and cartilage in one 

structure. To allow a simple downstream integration within the 3D-CaSM pipeline, the 

OAI ZIB femoral bone and cartilage segmentations were combined into one structure, 

given a value code of 1 and stored in the first channel. Similarly, the tibial bone-

cartilage combination was given a value code of 1 and stored in the second channel 

of the volume. The two-channel input to the networks had identical DESS image slices 

                  



stored in both channels. While the 2D U-Nets were trained on individual slices, for 3D 

network training, each dataset was split into 256 x 256 x 10 sub-volumes of 

overlapping slices. For instance, a single OAI 3D DESS dataset consisting of 160 

slices was divided into 31 sub-volumes with each sub-volume overlapping the previous 

by 5 slices (except for the first and last sub-volumes, that started at slice 1 and ended 

at slice 160, respectively). We divided the OAI ZIB dataset into 467 cases for training, 

20 cases for validation and 20 cases for testing, on which the 3D-CaSM analysis would 

be performed. The validation and testing sets consisted of patients covering all 

degrees of OA progression (KL 0 – 4), with the majority having minimal-to-moderate 

OA (KL 1-3). Characteristics of the testing set cohort are in Table 1. 

Both networks were implemented using PyTorch (Torch v1.0.1) and all training was 

performed on an Nvidia P6000 GPU card (3840 CUDA cores, 24 GB GDDR5X). All 

models were trained for 100 epochs with the Adam solver [34] used for network 

optimisation with a learning rate of 0.0002 and momentum parameters, 𝛾1 = 0.5, 𝛾2 = 

0.999. To avoid overfitting, we employed early stopping once the network’s 

performance did not improve over 20 epochs assessed with the validation set. Batch 

sizes of 50 and 5 were used for 2D and 3D network training, respectively. The input 

DESS images were first resized from their original size (384 x 384) to 286 x 286 using 

bi-cubic interpolation followed by random cropping of the images to 256 x 256 to 

resemble the input layer size of the networks. The first resampling step was performed 

to avoid potentially cropping out regions or tissues of interest if the knee joint was not 

positioned centrally during acquisition. The second step allowed us to introduce 

random jitter for data augmentation during training.  

 We evaluated the performance 2D and 3D U-Nets by training with different loss 

functions. We trained the networks with binary cross entropy loss (𝐵𝐶𝐸), 𝐷𝑖𝑐𝑒 loss, as 

well as a weighted combination of the cross entropy (𝐶𝐸) and 𝐷𝑖𝑐𝑒 loss within the 

𝐶𝑜𝑚𝑏𝑜 loss (𝛽 ∙ 𝐶𝐸 − (1 − 𝛽) ∙ 𝐷𝑖𝑐𝑒) [35]. The weighting hyperparameter 𝛽 between 

the 𝐶𝐸 and 𝐷𝑖𝑐𝑒 loss was altered to vary the balance between the two losses. We 

investigated values for 𝛽 = 0.25, 0.5 and 0.75. The segmentations from the best-

scoring 2D and 3D networks were chosen to perform the 3D-CaSM analysis described 

below. 

 

                  



Evaluation Metrics 

After network training, a tissue-specific Boolean mask was created on the predicted 

test images. 

We evaluated the network segmentation performances with the widely used 

Sørensen–Dice Similarity Coefficient (𝐷𝑆𝐶) [36], [37], Volumetric Overlap Error (𝑉𝑂𝐸) 

and the boundary distance-based metric Average Symmetric Surfaces Distance 

(𝐴𝑆𝑆𝐷). The 𝐷𝑆𝐶 ranges between 0 and 1, higher 𝐷𝑆𝐶 values representing greater 

overlap between the manual (X) and network generated (Y) segmentations. The 𝐷𝑆𝐶 

is given as   

 𝐷𝑆𝐶 =
2|𝑋∩𝑌|

|𝑋|+|𝑌|
  

for Boolean metrics. The 𝑉𝑂𝐸 also ranges between 0 and 1, however with small values 

for 𝑉𝑂𝐸 expressing greater segmentation accuracy. It can be calculated as 

 

 𝑉𝑂𝐸 = 1 − 
|𝑋∩𝑌|

|𝑋∪𝑌|
  

The 𝐴𝑆𝑆𝐷 calculates the average of all distances from each pixel on the boundary of 

the manual segmentation X to the boundary of the automated segmentation Y and 

vice versa. It is expressed in mm and is defined as 

 

𝐴𝑆𝑆𝐷 =
1

𝑁𝑋 + 𝑁𝑌
(∑ 𝐷𝑋(𝑦)

𝑁𝑋

𝑖=1

+ ∑ 𝐷𝑌(𝑥)

𝑁𝑌

𝑖=1

) 

where 𝐷𝑋(𝑦) =  min
𝑥∈𝑋

‖𝑦 − 𝑥‖ and 𝐷𝑌(𝑥) =  min
𝑦∈𝑌

‖𝑥 − 𝑦‖. 

 

Postprocessing and Cartilage Surface-based Analysis  

3D Cartilage Surface Mapping  

Contours from the 2D and 3D U-Net generated masks of femoral and tibial bone-

cartilage structures were extracted and converted into tissue-specific polygons within 

                  



Python (v3.7.6, Python Software Foundation, Wilmington, Delaware, United States). 

Detailed surface-based analysis (3D Cartilage Surface Mapping, 3D-CaSM) of the 

contours generated from manual and network-automated segmentations of femoral 

and tibial bone-cartilage structures was performed on the OAI DESS images using the 

StradView software v6.1 (freely available at http://mi.eng.cam.ac.uk/Main/StradView/) 

[8,31]. The full 3D-CaSM pipeline is illustrated in Figure 2. The femoral and tibial bone-

cartilage contours are first used to generate 3D triangulated mesh surface objects 

(Figure 2, Step 1). By displaying the signal intensities along the normal surface on the 

inside of the mesh object onto the object’s surface, the cartilage surfaces can be 

visualised. Triangulated femoral, lateral tibial and medial tibial cartilage surface 

patches can then be manually extracted, taking approximately two minutes for all three 

cartilage surfaces (Figure 2, Step 2). These patches are then used to calculate the 

cartilage thickness at each surface vertex by generating inner and outer cartilage 

surfaces (guided by the contrast difference between high (bright) cartilage and low 

(dark) bone signal intensities) and sampling the length of the perpendicular line 

between the two surfaces (Figure 2, Step 3). The thickness measurements can then 

be displayed onto the surface (Figure 2, Step 4). 

 

Analysis of Cartilage T2 

Following the generation of inner and outer cartilage surfaces through the thickness 

measurement procedure using the 3D-CaSM method, these surfaces were used to 

analyse the registered quantitative T2 maps. At each triangulated surface vertex, the 

T2 relaxation time values along a perpendicular line (normal surface) between inner 

and outer surface were sampled and averaged (Figure 2, Steps 5 and 6). 

 

Cohort Analysis 

For an effective comparison, each participant’s unique triangulated femoral, medial 

tibial and lateral tibial cartilage surface mesh was registered to a canonical (average) 

femoral, medial tibial and lateral tibial mesh. Subsequently, the individual thickness 

and T2 data were mapped onto the canonical surface. Both surface registration and 

mapping of the individual surface data to the canonical surfaces were performed using 

the freely available wxRegSurf software v20  

(http://mi.eng.cam.ac.uk/~ahg/wxRegSurf). Since all data were registered to a 

                  



canonical surface, vertex-wise cohort-averaged analysis was performed by calculating 

the root-mean-squared (RMS) thickness and T2 at each canonical surface vertex from 

the individual cartilage thickness and T2 measurements of the 20 OAI ZIB testing 

datasets.   

 

Statistical Analysis  

Two-sample t-tests were used to determine whether differences in segmentation 

scores between 2D U-Nets and 3D U-Nets trained with equivalent loss functions were 

significant. For all t-test analyses, a significance level of 0.05 was used. 

The RMS thickness and T2 measurements at each vertex from cartilage surfaces 

extracted from manual segmentations were compared to the matching vertex 

measurements on the corresponding cartilage surfaces extracted from automated 

segmentations. Scatterplots and Pearson correlation coefficients were determined to 

evaluate any related differences. Bland-Altman analysis was performed to determine 

the mean bias and the 95% limits of agreement between manual and automated RMS 

thickness and T2 measurements.  

 

Results 

Network Training and Testing 

Training of the 2D and 3D U-Nets on the OAI ZIB dataset required approximately 500 

s/epoch and 2500 s/epoch, respectively. Segmenting an entire OAI 3D DESS volume 

took approximately 3.2 s with 2D U-Net and 4.6 s with 3D U-Net.  

 

Segmentation Performance 

Average scores on the OAI ZIB testing dataset from all networks trained with 

different loss objectives are shown in Table 2. Both 2D and 3D networks achieve high 

segmentation performance for femoral and tibial bone-cartilage structures compared 

to manual segmentations. All segmentation scores between 2D and 3D U-Nets trained 

with the same loss functions differed significantly (p < 0.05). The 2D U-Net and the 3D 

U-Net trained with 𝐶𝑜𝑚𝑏𝑜 loss (β = 0.25) achieved the highest segmentation 

performance for the femoral bone-cartilage structure. The 2D U-Net trained with 

𝐶𝑜𝑚𝑏𝑜 loss (β = 0.75) and the 3D U-Net trained with 𝐷𝑖𝑐𝑒 loss-only achieved the 

                  



highest segmentation performance for the tibial bone-cartilage structure. The 3D U-

Net achieved higher overall segmentation performance compared to the 2D U-Net for 

both femoral (DSC: 0.980 vs 0.971; ASSD: 0.314 mm vs 0.543 mm) and tibial (DSC: 

0.982 vs 0.974; ASSD: 0.282 mm vs 0.412 mm) bone-cartilage structures. The 

segmentations from the 2D U-Net and the 3D U-Net trained with 𝐶𝑜𝑚𝑏𝑜 loss (β = 0.25) 

were used to perform the 3D-CaSM. 

 

Cartilage Surface-based Analysis  

Results of the Pearson correlation and Bland-Altman analysis of thickness and T2 

measurements are listed in Table 3 as well as visualised in Figures 3 and 4 for 

cartilage thickness, and Figures 6 and 7 for cartilage T2 measurements. Bland-Altman 

analysis showed that the mean bias [95% limits of agreement] for femoral cartilage 

thickness measurements was 0.33 [-0.28; 0.96] with 2D U-Net, but only 0.07 [-0.11; 

0.25] mm with 3D U-Net. The 2D U-Net lateral tibial thickness measurement 

demonstrated a very small underestimation while those from 3D U-Net showed a 

slightly larger overestimation (Table 3, Figure 4). Both 2D and 3D U-Net demonstrated 

a similarly small systematic overestimation of medial tibial cartilage thickness. The 

mean biases and 95% limits of agreement for femoral and tibial T2 measurements 

showed similar trends between 2D and 3D U-Net but were generally lower for 3D U-

Net (Table 3, Figure 7). 

Vertex-wise root-mean-squared (RMS) thickness measurements extracted from all 

cartilage surfaces generated from 2D U-Net segmentations of the OAI ZIB testing set 

demonstrated moderate-to-high linear correlations (range: R = 0.74 - 0.89, Figure 3), 

while those extracted from 3D U-Net segmentations demonstrated high correlations 

(range: R = 0.83 - 0.98, Figure 3).  

Vertex-wise RMS T2 measurements extracted from all cartilage surfaces generated 

from 2D U-Net (range: R = 0.94 - 0.97, Figure 6) and 3D U-Net (range: R = 0.97 - 0.99, 

Figure 6) segmentations demonstrated high linear correlations with the measurements 

obtained from manual segmentations.  

Surface-averaged RMS thickness and T2 measurements of all cartilage surfaces 

extracted from manual and automatic segmentations of the OAI ZIB testing set using 

3D-CaSM are listed in Table 3. Vertex-wise RMS thickness measurements and T2 

relaxation times extracted from manual and automated segmentations displayed on 

                  



the canonical femoral, medial tibial and lateral tibial cartilage surfaces are shown in 

Figures 5 and 8, respectively. Difference (Δ) maps between data extracted from 

manual and 2D and 3D U-Net automated segmentations are also shown.  

   

Discussion 

This study has shown that CNN-automated segmentations of femoral and tibial bone-

cartilage structures can be used within the 3D cartilage surface mapping (3D-CaSM) 

pipeline for a fast, accurate and quantitative surface-based analysis of cartilage 

morphology and relaxometry.  

Compared to an expert human reader requiring ~3-4 hours to manually delineate 

cartilage for a single knee joint, both the 2D and 3D U-Net showed substantially 

increased time-efficiency by segmenting a complete sagittal 3D DESS volume from 

the OAI dataset in under 5 s [8]. While both networks showed high agreement with 

manual segmentation (DSC > 0.966), the best performing 3D U-Net (DSC ≥ 0.980, 

ASSD ≤ 0.314 mm) showed a slightly higher accuracy than the best performing 2D 

network (DSC ≥ 0.971, ASSD ≤ 0.543 mm). Therefore, although the training duration 

for 3D U-Net was substantially larger than that of the 2D U-Nets due to training on a 

ten-fold larger volume, applying this fully trained 3D U-Net in practice achieves high 

performance with only a minor increase in segmentation time. The International 

Workshop on Osteoarthritis Imaging (IWOAI) Knee MRI Segmentation Challenge 

showed promising results for cartilage segmentations with all participating teams using 

2D or 3D CNNs and achieving DSCs of approximately 0.81 – 0.90 [38]. The 3D U-Net 

used here achieved similar DSCs for both the femoral and tibial bone-cartilage 

structures compared with those presented by Ambellan et al for femoral and tibial 

bone-only segmentations of the OAI DESS images [26]. However, lower ASSD scores 

were achieved in this study compared to Ambellan et al, which could stem from the 

more challenging task of segmenting both bone and cartilage in one volume and both 

tissues having very different contrasts on the DESS images. Due to the difference in 

segmentation strategy used in this study compared to previous studies (bone-cartilage 

structures vs bone-only and cartilage-only) a simple, direct comparison is challenging. 

Nevertheless, the benefit of using 3D CNNs over 2D CNNs to achieve greater 

segmentation accuracy became evident, primarily through the inclusion of adjacent 

slices in the training volume.  

                  



We performed 3D-CaSM to determine cartilage regions where the networks might 

experience segmentation difficulties compared to manual. When averaging the 

thickness measurements across the whole femoral, lateral tibial and medial tibial 

cartilage surfaces, the average femoral cartilage thickness determined from 2D U-Net 

segmentations was shown to be substantially larger than the average thickness 

determined from expert-defined manual segmentations (difference = +0.33 mm). By 

using the 3D-CaSM technique, this average over-estimation of cartilage thickness by 

the 2D U-Net was regionally localised to the lateral and medial femoral condyle as well 

as the patellofemoral groove and where these regions transition into the intercondylar 

notch. These areas are particularly difficult to segment with different tissues of similar 

contrast on the DESS images having direct contact with each other such as 

femorotibial cartilage-cartilage contact and cartilage-meniscus contact. Previous 

studies have also shown similar cartilage thickness over-estimation in these regions 

when using 2D U-Net generated segmentations [19,25]. However, this regional over-

estimation of femoral cartilage thickness was not observed with the 3D U-Net. This 

could be explained by the 3D network being more volumetrically consistent by training 

on a larger sub-volume of adjacent image slices instead of individual slices as with 2D 

networks.  

When averaging the T2 measurements over the entire femoral, lateral tibial and 

medial tibial cartilage surfaces, differences between manual and 3D U-Net T2 

measurements were slightly less than those between manual and 2D U-Net. However, 

when looking at vertex-wise T2 difference maps between data extracted from manual 

and automated segmentations, the T2 2D U-Net difference maps show higher focal 

disagreements (T2 under-estimations at the medial and lateral femoral condyles; T2 

over-estimation at the patellofemoral groove) than the T2 difference maps with 3D U-

Net. While the T2 3D U-Net difference maps of femoral, medial tibial and lateral tibial 

cartilage show similar patterns to the corresponding T2 2D U-Net difference maps, the 

overall vertex-wise T2 differences with manual segmentations are substantially less 

pronounced.   

While segmentation networks are usually trained on a large amount of imaging data 

to achieve a sense of generalisability, the networks remain sensitive to small 

distributional shifts between training and testing data and could produce inaccurate 

segmentations. Although automated methods lead to more repeatable segmentation 

results, the proposed method could also be used interactively. Following the 

                  



automated generation of the structure polygons, they could be manually adjusted by 

the user to fine-tune and correct the network-generated results. This could not only 

increase segmentation accuracy, but also substantially reduce the time required to 

fully delineate structures manually. This could allow the models to be employed by 

clinical end users and enable the analysis of large medical imaging datasets in an 

acceptable time.  

Although we automated the segmentation of the bone-cartilage structures from 

which triangulated surface mesh objects were generated, the 3D-CaSM technique 

used in this work still required manual outlining of cartilage surface patches. Although 

this step only required approximately 2 minutes to extract all cartilage patches per 

subject, future work could focus on fully automating the 3D-CaSM pipeline. Another 

limitation is the lack of longitudinal validation of 3D-CaSM using contours generated 

from both manual and network-automated segmentations. This study only assessed 

the segmentation performance of 2D and 3D U-Net on the OAI baseline dataset as 

the OAI ZIB dataset only consists of segmentations from baseline OAI scans. 

Generating manual segmentations from multiple OAI follow-up imaging data might 

mitigate this problem in the future. By registering the OAI T2-weighted MSME images 

to the OAI DESS images, we may be including systematic variations in the quantified 

T2 relaxation time measurements [39,40]. However, in the present study, we evaluated 

the similarities between T2 relaxation time measurements extracted using manual and 

automated segmentations within the 3D-CaSM pipeline rather than the accuracy of 

the extracted T2 relaxation times themselves. Further, the two-channel input 

containing duplicate slices in this work could be redundant for model training. Future 

investigations to reduce dimensionality within our models are warranted. However, the 

current dimensionality has shown in this and prior work to provide accurate results 

which provides a good baseline for future optimisations [21]. Lastly, the networks were 

trained, validated and tested on imaging data from the highly controlled OAI 

observational study. Although the OAI is a multi-centre study, images were acquired 

on MR systems from a single manufacturer. Additionally, the chosen sample size for 

testing was relatively small, mainly attributed to limited availability of resources. Future 

work would aim to expand towards larger and more clinically representational datasets 

and to evaluate the clinical significance of imaging biomarkers.  

In the current study we evaluate the use of automated femoral and tibial bone-

cartilage segmentations in combination with 3D-CaSM for fast and accurate 

                  



quantification of cartilage thickness and T2 relaxation time measurements in 

comparison with manual segmentation. This method allowed us to highlight localized 

cartilage regions in which both 2D and 3D U-Nets experienced segmentation 

difficulties. The presented results demonstrate the validity of using automated 

segmentations within the 3D-CaSM pipeline to improve the time-efficiency for the MRI-

based evaluation of knee joint health. 
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Tables 

 

Table 1 - Summary of testing dataset used to evaluate networks and to perform quantitative cartilage 

surface analysis. 

Testing 

Number of Subjects 20 

Sex (Female / Male) 12 / 8 

Age (years) 66.8 ± 9.0 

Subjects per KL Grade (0 / 1 / 2 / 3 / 4) 2 / 4 / 6 / 6 / 2  

 

 

                  



Table 2 - Comparison of segmentation performance of the proposed 2D and 3D U-Net when trained and tested on the OAI ZIB dataset using different loss 
objective functions. Data are means ± standard deviations. The asterisk (*) indicates that all differences in segmentation scores between the 2D U-Nets and 
the corresponding 3D U-Nets of the same loss function were statistically significant (p < 0.05). Abbreviations: ASSD, average symmetric surfaces distance; 
BCE, binary cross entropy; β, weighting hyperparameter within Combo loss; DSC, Sørensen–Dice similarity coefficient; VOE, volumetric overlap error. 

Network Loss β 
Femur Tibia 

DSC VOE (%) ASSD (mm) DSC VOE (%) ASSD (mm) 

2D U-Net 

BCE  0.966 ± 0.008 6.598 ± 1.568 0.701 ± 0.232 0.974 ± 0.004 5.143 ± 0.687 0.449 ± 0.093 

Dice  0.968 ± 0.007 6.118 ± 1.295 1.030 ± 0.717 0.968 ± 0.005 6.166 ± 0.906 0.548 ± 0.109 

Combo 

0.25 0.971 ± 0.006 5.662 ± 1.150 0.543 ± 0.164 0.974 ± 0.004 5.129 ± 0.685 0.437 ± 0.068 

0.50 0.966 ± 0.008 6.522 ± 1.446 0.779 ± 0.335 0.972 ± 0.004 5.512 ± 0.706 0.459 ± 0.060 

0.75 0.969 ± 0.007 6.070 ± 1.258 0.581 ± 0.168 0.974 ± 0.003 5.044 ± 0.646 0.412 ± 0.055 

3D U-Net* 

BCE  0.978 ± 0.004 4.379 ± 0.840 0.353 ± 0.058 0.980 ± 0.003 3.895 ± 0.506 0.305 ± 0.039 

Dice  0.979 ± 0.004 4.069 ± 0.723 0.327 ± 0.052 0.982 ± 0.002 3.621 ± 0.465 0.282 ± 0.034 

Combo 

0.25 0.980 ± 0.004 3.902 ± 0.784 0.314 ± 0.054 0.980 ± 0.003 3.893 ± 0.545 0.304 ± 0.040 

0.50 0.980 ± 0.004 3.979 ± 0.685 0.320 ± 0.045 0.981 ± 0.003 3.788 ± 0.512 0.296 ± 0.041 

0.75 0.978 ± 0.004 4.277 ± 0.702 0.345 ± 0.049 0.978 ± 0.003 4.221 ± 0.511 0.331 ± 0.038 

 

 

                  



Table 3 – Results of Pearson correlation (R) and Bland-Altman analysis. Vertex-wise thickness and T2 
measurements from manual segmentations were compared to the respective vertex-wise 
measurements from automated segmentations of both networks. *Mean bias and 95% limits of 
agreement (LoA) are in mm. ** Mean bias and 95% LoA are in ms 

Parameter Network Cartilage Surface R-Value Mean Bias [95% LoA] 

Thickness* 

2D U-Net 

Femoral 0.75 0.33 [-0.28; 0.96] 

Lateral Tibial 0.89 -0.03 [-0.21; 0.15] 

Medial Tibial 0.74 0.12 [-0.16; 0.40] 

3D U-Net 

Femoral 0.98 0.07 [-0.11; 0.25] 

Lateral Tibial 0.83 0.11 [-0.14; 0.36] 

Medial Tibial 0.85 0.14 [-0.10; 0.39] 

T2** 

2D U-Net 

Femoral 0.94 -0.16 [-4.71; 4.40] 

Lateral Tibial 0.97 0.47 [-2.68; 3.62] 

Medial Tibial 0.96 1.32 [-2.19; 4.83] 

3D U-Net 

Femoral 0.99 -0.05 [-2.06; 1.95] 

Lateral Tibial 0.98 0.38 [-2.12; 2.87] 

Medial Tibial 0.97 0.46 [-2.47; 3.39] 

 

Table 4 - Results of thickness and T2 analysis of the baseline OAI ZIB testing dataset. Cartilage surface 
means (standard deviations) are calculated from all vertex-wise RMS thickness and T2 measurements. 
*Measurements are in mm. **Measurements are in ms. 

Parameter Cartilage 

Surface 

Manual Surface 

Mean (SD) 

Automated Surface  

Mean (SD) 

Absolute Difference 

   2D U-Net 3D U-Net 2D U-Net 3D U-Net 

Thickness* 

Femur 1.97 (0.47) 2.30 (0.41) 2.04 (0.46) 0.33 0.07 

Lateral Tibia 1.71 (0.19) 1.68 (0.20) 1.82 (0.23) 0.03 0.11 

Medial Tibia 1.43 (0.13) 1.54 (0.21) 1.57 (0.21) 0.11 0.14 

T2** 

Femur 59.07 (5.95) 58.91 (6.70) 59.02 (6.30) 0.16 0.05 

Lateral Tibia 51.10 (6.55) 51.57 (6.63) 51.48 (6.25) 0.47 0.38 

Medial Tibia 52.63 (6.25) 53.95 (5.44) 53.09 (5.71) 1.33 0.46 

 

 

Figure Legends 

 

Figure 1 - A) The 2D U-Net architecture. The encoding part of the network consists of the 

repeated application of eight 4x4 convolutions with stride 2 and padding 1, downsampling the 

input by a factor of 2 at each layer. With exception of the first layer, each convolution is 

followed by a batch normalisation layer (BatchNorm) and a leaky rectified linear unit (leaky 

ReLU) with slope 0.2. After the first encoding step, the number of feature channels is doubled 

                  



during the next three convolutions (64 – 512), while the ensuring four are kept at 512. In the 

subsequent decoding part, the input is repeatedly up sampled by a factor of 2 by eight 4x4 

convolutional layers with stride 2 and padding 1, and additional skip connections 

(concatenations) between each major layer, changing the number of feature channels at each 

step. The first transpose convolution is followed by BatchNorm and ReLU without dropout 

while the succeeding three transpose convolutions are followed by BatchNorm, dropout (50%) 

and a ReLU. The next three decoder up-convolutions are followed by BatchNorm and a ReLU 

without dropout. The final up-convolution is only followed by a Sigmoid activation layer to 

generate the label map. Total number of parameters: 66.999 M. B) The 3D U-Net architecture 

is very similar to that of the 2D U-Net in which all 2D operations are replaced by their 3D 

counterparts, i.e. 4x4x4 convolutions with 1x2x2 stride and 1x1x1 padding as well as 3D 

BatchNorm. Total number of parameters: 217.614 M 

 

Figure 2 – 3D Cartilage Surface Mapping (3D-CaSM) pipeline used for quantitative 

measurements of cartilage thickness and T2 relaxation time determined from manual and 

network-generated segmentations. Femoral cartilage measurements used for demonstration 

purposes; same process used for tibial cartilages. Following the conversion of the manual and 

automated segmentation maps into tissue-specific polygon contours, 3D triangulated surface 

mesh objects were generated from the bone-cartilage structures (step 1). Through data 

compounding (displaying mean image intensities within 10 pixels from the 3D object onto its 

surface), cartilage patches were identified and manually extracted (step 2). Inner and outer 

cartilage surfaces were determined by calculating the cartilage thickness across the patch 

(step 3). These vertex-wise thickness measurements can then be displayed onto the cartilage 

surface patch (step 4). The same inner and outer cartilage surfaces can then be used to 

sample the registered T2 maps and obtain vertex-wise measurements of cartilage T2 relaxation 

times (steps 5 and 6). After registering individual patches to a canonical surface, we can 

visually compare the measurements obtained from manual and network-generated contours 

and calculate vertex-wise thickness and T2 differences (step not shown). The focus of this 

study is highlighted in blue in which we compare the 3D-CaSM pipeline using contours from 

manual segmentations with the 3D-CaSM pipeline using contours determined from automated 

segmentations. The successive steps are kept identical for an effective comparison. 

 

Figure 3 - Scatterplots show comparison of vertex-wise thickness measurements determined 

from cartilage surfaces extracted from manual and automatic segmentations (A: 2D U-Net, B: 

3D U-Net). 

 

                  



Figure 4 - Bland-Altman plots show comparison of vertex-wise thickness measurements 

determined from cartilage surfaces extracted from manual and automatic segmentations (A: 

2D U-Net, B: 3D U-Net). 

 

Figure 5 - Vertex-wise RMS thickness data extracted from manual and automated 

segmentations from the OAI ZIB test set displayed on the canonical femoral, medial tibial and 

lateral tibial cartilage surfaces. Difference maps between data extracted from manual and 2D 

U-Net-automated (2D U-Net Δ) / 3D U-Net-automated (3D U-Net Δ) segmentations highlight 

spatial regions where the networks experience segmentation difficulties. 

 

Figure 6 - Scatterplots show comparison of vertex-wise T2 measurements determined from 

cartilage surfaces extracted from manual and automatic segmentations (A: 2D U-Net, B: 3D 

U-Net). 

 

Figure 7 - Bland-Altman plots show comparison of vertex-wise T2 measurements determined 

from cartilage surfaces extracted from manual and automatic segmentations (A: 2D U-Net, B: 

3D U-Net). 

 

Figure 8 - Vertex-wise RMS T2 data extracted from manual and automated segmentations 

from the OAI ZIB test set displayed on the canonical femoral, medial tibial and lateral tibial 

cartilage surfaces. Difference maps between data extracted from manual and 2D U-Net-

automated (2D U-Net Δ) / 3D U-Net-automated (3D U-Net Δ) segmentations highlight focal 

regions of T2 discrepancies. 
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Figure 1 - A) The 2D U-Net architecture. The encoding part of the network consists of the repeated application of 

eight 4x4 convolutions with stride 2 and padding 1, downsampling the input by a factor of 2 at each layer. With the 
exception of the first layer, each convolution is followed by a batch normalisation layer (BatchNorm) and a leaky 
rectified linear unit (leaky ReLU) with slope 0.2. After the first encoding step, the number of feature channels is 
doubled during the next three convolutions (64 – 512), while the ensuring four are kept at 512. In the subsequent 
decoding part, the input is repeatedly up sampled by a factor of 2 by eight 4x4 convolutional layers with stride 2 
and padding 1, and additional skip connections (concatenations) between each major layer, changing the number 
of feature channels at each step. The first transpose convolution is followed by BatchNorm and ReLU without 
dropout while the succeeding three transpose convolutions are followed by BatchNorm, dropout (50%) and a ReLU. 
The next three decoder up-convolutions are followed by BatchNorm and a ReLU without dropout. The final up-
convolution is only followed by a Sigmoid activation layer to generate the label map. Total number of parameters: 
66.999 M. B) The 3D U-Net architecture is very similar to that of the 2D U-Net in which all 2D operations are 

replaced by their 3D counterparts, i.e. 4x4x4 convolutions with 1x2x2 stride and 1x1x1 padding as well as 3D 
BatchNorm. Total number of parameters: 217.614 M 

                  



 

Figure 2 - 3D Cartilage Surface Mapping (3D-CaSM) pipeline used for quantitative measurements of cartilage 

thickness and T2 relaxation time determined from manual and network-generated segmentations. Femoral cartilage 
measurements used for demonstration purposes; same process used for tibial cartilages. Following the conversion 
of the manual and automated segmentation maps into tissue-specific polygon contours, 3D triangulated surface 
mesh objects were generated from the bone-cartilage structures (step 1). Through data compounding (displaying 
mean image intensities within 10 pixels from the 3D object onto its surface), cartilage patches were identified and 
manually extracted (step 2). Inner and outer cartilage surfaces were determined by calculating the cartilage 
thickness across the patch (step 3). These vertex-wise thickness measurements can then be displayed onto the 
cartilage surface patch (step 4). The same inner and outer cartilage surfaces can then be used to sample the 
registered T2 maps and obtain vertex-wise measurements of cartilage T2 relaxation times (steps 5 and 6). After 
registering individual patches to a canonical surface, we can visually compare the measurements obtained from 
manual and network-generated contours and calculate vertex-wise thickness and T2 differences (step not shown). 
The focus area of this study is highlighted in blue when we compare the 3D-CaSM pipeline using contours from 
manual segmentations and the 3D-CaSM pipeline using contours from automated segmentations. The successive 
steps are kept identical for an effective comparison.  

  

                  



 

Figure 3 - Scatterplots show comparison of vertex-wise thickness measurements determined from cartilage 
surfaces extracted from manual and automatic segmentations (A: 2D U-Net, B: 3D U-Net). 

  

                  



 

 

Figure 4 - Bland-Altman plots show comparison of vertex-wise thickness measurements determined from cartilage 
surfaces extracted from manual and automatic segmentations (A: 2D U-Net, B: 3D U-Net). 

  

                  



 

 

Figure 5 – Vertex-wise RMS thickness data extracted from manual and automated segmentations from the OAI 

ZIB test set displayed on the canonical femoral, medial tibial and lateral tibial cartilage surfaces. Difference maps 
between data extracted from manual and 2D U-Net-automated (2D U-Net Δ) / 3D U-Net-automated (3D U-Net Δ) 
segmentations highlight spatial regions where the networks experience segmentation difficulties. 

  

                  



 

 

Figure 6 - Scatterplots show comparison of vertex-wise T2 measurements determined from cartilage surfaces 
extracted from manual and automatic segmentations (A: 2D U-Net, B: 3D U-Net). 

  

                  



 

 

 

Figure 7 - Bland-Altman plots show comparison of vertex-wise T2 measurements determined from cartilage 
surfaces extracted from manual and automatic segmentations (A: 2D U-Net, B: 3D U-Net). 

  

                  



 

 

Figure 8 – Vertex-wise RMS T2 data extracted from manual and automated segmentations from the OAI ZIB test 

set displayed on the canonical femoral, medial tibial and lateral tibial cartilage surfaces. Difference maps between 
data extracted from manual and 2D U-Net-automated (2D U-Net Δ) / 3D U-Net-automated (3D U-Net Δ) 
segmentations highlight focal regions of T2 discrepancies.  

 

                  


